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Recap

» Last class. Generative model for images
» VAE (Variational Autonencoder)
* GAN (Generative Adversarial Net)

* Today. Diffusion model



Recap: VAE

* In VAE, the decoder p,(X | z) generates a samples from a random latent
code z ~ ¥ (0,1,), such that

pdata(X) ~ p@(X)
* Problem. For training such a model, we need a good inverse map
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Recap: VAE

* The solution was to jointly train an encoder which generates Gaussian
from inputs

* Problem. As the “distribution of images” is extremely complicated,
a single forward of neural network may not have a sufficient
capacity to do this...
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Diffusion model

* Observation. We can also generate Gaussian-like latent codes from the
input (i.e., encode), via gradually adding Gaussian noise to the input

* i.e., sample the data X, from the distribution

gx.|x,_) =N (Xt\\ﬁtxt_l, (1 — at)l)

e j.e., mix with the Gaussian noise:

XH\ﬁtx+\/1—aI€, e ~ N(0,])

(scaling factors for preserving the £, norm)
Data, Destructlng da,ta by addlng noise ————> | N01se
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Diffusion model

» Use this noise-adding as our probabilistic encoder!
 How do we train the corresponding decoder?

» Idea. Train a step-by-step model py(X,_ | X,) which approximates the
posterior of the noise addition, i.e., g(X,_ | X,)

 Parameterized as Gaussian, with trainable mean & variance

Po(X,_1 ‘Xt) =N (X,_1 |/’t¢9,t(Xt)9 ZW(Xt))
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Training

» Draw a sample sequence X, ..., Xr, using the forward diffusion

q(Xo.7) = q(x@Hq(x X,_1)

* Then, maximize the log probability of generatlng the real image

—q(X) [lngg(XO)]
where the reverse diffusion process is given as

poXo.r) = poxp) | | Pox,—i %)
=1



Training

* To evaluate the log probability, we use ELBO (math alert!)
e Use Jensen's inequality to get:

— (%) [logpQ(XO)] = Eg(x) [log ([pe(x();T) dX1;T>]

p (X : )
—q(Xo) ll()g (JQ(XIZT‘ %) Q(;ZI:TO‘ Z‘O) Xm:T)]

- lOg - pQ(XO:T)
q(Xp) q(X1.71Xp) Q(XI:T | XO)

- 1 Po(Xo.7)
Q(XO:T) Og

q(X1.7]Xp)
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Training

» Decomposing further, we get

Po(Xo.7)

~xo.r) | 108
o) l q(X1.7]Xp)

|

Po(X7) H;PQ(XH | X))

T
= llogpe(xT) + Z log
=1

T
= llogpe(XT) + Z log
=2

- | log
’ ' HtT=1Q(Xt‘Xt—1) ]

pH(Xt—l ‘ Xt)

q(X;|X;_1)

pe(Xt—l ‘ Xt)

q(X; | X;_1)

» Step-by-step operations, for each X, ..., Xt

|

+ log

Po(Xg | X1)

q(X | Xp)

|



Training

* We apply an additional conditioning

X X Xn | X
pg( t—l‘ t) +10gp6’( ()‘ 1)]

T
- |logpy(x;)+ ) log
! l o Z;‘ q(X;1X;_1) q(X; | X)

T
X, 1]|X X, 1]|X X, | X
- Nlogpyx + 3 tog (LX) i 1)) Ly Pl
) (X1 |XXg)  q(X,|Xp) q(X1 | Xp)

q(X, | X,_1) = q(X, | X,_15Xp)

_q(X, X1 Xp)

g% | %)

4 (X1 1 X, X0)g(X, | X()

q(X,_1 | Xp)




T
3 llogpQ(XT) + Z log (
=2

q(X7|Xp)

= [1og py(Xg | x1)] =

T
= llogpe(xT) + Z log
=2

Po(X7)
= llo g +

Training

* Then proceed with decomposition

pQ(Xt—l ‘ Xt)

q(X,_1 | X, Xp)

=D (07 %)

p(XT)) —

q(X;| Xp)

T
+ Z log
(=2

i pe(Xt—l ‘ Xt)
log

=9 q(Xf—l ‘ Xf’ XO)

T
=2

PoX i 1X)  q(X,_i %) ) Po(Xo| X))
: + log

q (Xt—l ‘ X XO)

|

q(X; | Xp)
q(X;_1 | Xp) Po(Xo | X1)
+ log
q(X;| Xp) q(X; | Xp)

+ log py(X | Xl)]

=D (%1 1%, %)

Po(X,_1 | X;))




Training

= llog py(xy | x))] - -qD(q(XT\Xo)Hp(XT)) = _qD(Q(Xt—l X, X0)|1Po(X;- IXt))
=2

* First term. We know that this is the squared loss of the mean predictor

» Assuming that 2 = [ for simplicity, we have:

E llog po(Xp | X)] = — E-ZQHXO — ﬂe,l(Xl)HZ

» Second term. Does not have any learnable parameter
* Thus, ignore



Training

1 T
—5 _qHXO o //te,l(Xl)Hz R Z _qD(Q(Xt—l ‘Xt’ XO)HPH(Xt—l |Xt))
=2

* Third term. First, we look at the LHS of the KL divergence

 |f we have the relationships

o = — _ /
X, 1 =+/,_Xg++/1 —a,_;€ X, =, /X, _;+4/1 —ae€

* Then the following holds (exercise; use Bayes’ theorem)
vad—a_)  Ja_ 1-a) (-a)l—-/a,_) )
X, + X /

| —a, l—a | —a,

q(X,_1 X, Xg) = /’/(



Training

1 I
=~ ElIXo = g DI = 2,
=2

_qD(Q(Xt—l ‘ Xp X()) Hpe(xt—l | Xz))

* Now, the KL divergence between Gaussians can be written simply as

D( NGy, D[ ¥ iz, 3D ) =

£+ |y — ﬂz”z

p)
262

 Plug this in, to get the loss (ignoring the variance terms)

T

2

=2

\f(l — at_l)

\/at (1 —-a)

/’te,t(xt) T
1 —a,

1 —a,

X0

2

T
= ) [l (%) — 1, (X %) ||
=1



In a nutshell

* Training the reverse diffusion process is simply:
» Sample an image X, from the dataset
* Using g( - ), sample Xy, ..., X7
* Pickatimef:

. Train fty (- ) to minimize ||pg (X)) — p1, (X, Xp) ||
* Repeat



In a nutshell

* This is typically reparametrized as a noise prediction
* |.e., predict the residual of the prediction

* Recent works suggest that this reparametrization may be flawed...
(https://arxiv.org/abs/2511.13720)

Algorithm 1 Training
1: repeat
2: X0 v q(X())
3: t ~ Uniform({1,...,T})
4: €~ N(0,I)
5: Take gradient descent step on

Vo ||e — €9 (v/arxo + V1 — &te,t)||2
6: until converged



https://arxiv.org/abs/2511.13720

In a nutshell

* The inference is done by starting from a Gaussian distribution
* Then, keep denoising

Algorithm 2 Sampling

l: x71 NN(O,I)
cfort=1,...,1do
z ~N(0,I)ift > 1,else z =0

Xt—1 = \/la—t (Xt \};_aét GH(Xtat)) + 0+Z

. end for
. return xo
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Latent diffusion

* We use diffusion in some latent space
* Combine with the ideas of VAE
» Plus, we do some conditioning

Latent Space
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Pros & Cons

Generative Denoising
Adversarial , . Diffusion
thworks/.- . Models

\ .

Fast - Mode / \
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| -\ Diversity /,
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Variational Autoencoders,
Normalizing Flows




More references

 Beginner
 https://huggingface.co/blog/annotated-diffusion
» https://lilianweng.github.io/posts/2021-07-11-diffusion-models/

 Advanced
» https://arxiv.org/abs/2403.18103
» https://arxiv.org/abs/2510.21890 <- highly recommended



https://huggingface.co/blog/annotated-diffusion
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://arxiv.org/abs/2403.18103
https://arxiv.org/abs/2510.21890
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